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Abstract
The R programming language is known for its diversity and sophistication in data analysis, however its scalability to

big data has been lacking. Our project ”Programming with Big Data in R” (pbdR) is adding scalability to its list of data
virtues. We have developed several packages that provide a tight coupling of R with highly scalable libraries, enabling
scalability to terabytes of data on tens of thousands of cores. We also added classes and methods to handle distributed
data objects needed by the libraries so that the R language syntax is largely unchanged. Our philosophy is that the R
developer is not asked to deal with the details of managing the data distribution and processor communication but the
developer is asked to be aware of the data distribution and provided with high-level functions to manage it if needed.
Many R functions are already instrumented to handle the distributed data classes. We encourage developers of compute
intensive R packages to use pbdR methods for scalability to bigger data and to bigger computing platforms.
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1. Introduction
Practical research in parallel computing began in earnest when the first multicomputers were produced about
thirty years ago. These machines and almost every supercomputer produced since that time are distributed
memory computers. It is only the last ten years that begin the widespread use of multiple cores per processor
and the use of co-processors, but still the “outer structure” is a distributed memory architecture. As a re-
sult, distributed computing is considered mature, while leading edge research now concentrates on utilizing
shared memory resources and multiple layers of parallelism. A number of excellent scalable libraries are now
available for solving various problems on distributed computers. Most notably, libraries for dense matrix op-
erations and for solving dense linear algebra problems can now scale to hundreds of thousands of processors.
Excellent libraries for sparse linear algebra are also available (Heroux et al., 2003; Balay et al., 1997).

It is only in the last ten years that parallel computing became a mainstream activity forced by stagnant
clock rates of new processors and by the introduction of multiple cores per processor. In response to this,
parallel computing activity in R picked up considerably and concentrated overwhelmingly on the use of the
multiple cores in a manager-workers style, but not on distributed parallelism. Distributed parallelism has
been available in R for a very long time (Li and Rossini, 2001; Yu, 2002), but its use has been mostly limited
to a simple manager-workers paradigm.

In this paper, we describe the pbdR (Ostrouchov et al., 2012) series of R packages, which begin the work
to integrate mature results from the parallel computing community into R and the work of bringing a high-
level language for data analysis to supercomputers. To achieve this, we are careful to capture the mainstream
style of parallel computing as we stand R on top of several scalable libraries so that performance does not
suffer, and to abstract many low-level details away so that a high-level approach to distributed data analysis
becomes available.
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The term “Big Data” is used to describe data sets where, loosely, data size is part of the problem that
needs to be solved. This is certainly the case when the data do not fit in the memory of a single multicore
processor and must be partitioned across multiple processors. Our pbdR methods and packages are the most
compelling for such data because the collective memory of a distributed multiprocessor computer (a cluster)
can be orders of magnitude larger than that of a single processor.

An important point is that MPI-based codes (MPI Forum, 2013), like those utilizing our pbdR packages,
that are implemented for distributed memory processors will also work on shared memory architectures,
such as multicore processors, with no modification. The opposite does not hold. Codes designed for shared
memory processors can not utilize the full distributed machine without non-trivial modification. Distributed
memory architectures are necessary for scaling to very high concurrency. This is evidenced by the absence
of wholly shared memory architectures on the Top 500 list of supercomputers (Meuer, Strohmaier, Dongarra,
and Simon, Meuer et al.). Of course, ideally a code can take advantage of more than one level of parallelism,
as is the current practice on supercomputers.

In the remainder of the paper, we first describe some basic concepts and libraries in distributed memory
parallel computing (Section 2) then Section 3 describes our packages. Finally, in Section 4, we discuss the
implications of this work and a roadmap for the future of R analytics on parallel architectures.

2. Distributed Computing
Message passing between processors is necessary whenever the processors are working collectively on a data
set that has been partitioned between them. Cluster computers are collections of processors, each with its
own memory and possibly multiple cores, that are connected with an ultra fast communication network. This
architecture model spans early parallel computers built in the 1980’s through today’s supercomputers. To-
day’s supercomputers add more complexity by having large core counts and possibly co-processors within
each processor, but the outer structure is still a distributed memory architecture. The accepted programming
model for these architectures is single program multiple data (SPMD), meaning that an identical program is
run on each processor. The program is executed asynchronously on each of the processors while commu-
nicating via MPI to coordinate the solution of a given problem. The logical number of the processor in the
collection (known as processor “rank”) is used by the program to decide what section of data to process and
any other local differences. There is no separate master process as one would expect in an interactive session
because the execution is in batch. The SPMD batch parallel programming model has a long history, even in
statistical computing (Ostrouchov, 1987), but its use to date in R has been infrequent. It is a programming
model that is more scalable than a map-reduce abstraction and that is more natural to use, particularly when
solving more complex problems that would require map-reduce hierarchies or iterations.

Because of the many years of experience and research surrounding distributed memory architectures, a
number of excellent scalable libraries are available. At the base of these libraries is the MPI standard (MPI
Forum, 2013), which has several library implementations. The most popular of these are OpenMPI (Gabriel
et al., 2004) and MPICH (Gropp et al., 1996). In addition, there are several vendor specific implementations.

Extensive research was conducted in the 1980’s into distributed dense linear algebra algorithms, resulting
in many such algorithms published by the end of that decade (Ortega et al., 1989). This set the stage for
the development of scalable libraries for distributed dense linear algebra computations. The best known of
these are ScaLAPACK (Blackford et al., 1997) and PBLAS, which are the distributed (near-)equivalents of
LAPACK (Anderson et al., 1999) and the BLAS, respectively. A third library, BLACS, is an intermediary
layer between these libraries and MPI. It provides a communication layer specialized for dense linear algebra
computations. Figure 1 shows the dependence structure between the libraries. For distributed architectures,
these libraries are still state-of-the-art today. While R uses LAPACK and the BLAS, before the development
of pbdR it was not possible to use ScaLAPACK and PBLAS from a set of distributed R instances.

As scalable dense linear algebra research takes account of new architectures with several levels of par-
allelism, some faster approaches such as DPLASMA (Bosilca et al., 2011) are beginning to emerge but they
still have a limited portfolio of available operations. As the ScaLAPACK API is so heavily used across many
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Figure 1: ScaLAPACK architecture

!"#$%&'(

!"#)*+(

!"#,)%-(

!"#$%&'())
%&'*+)

)
)
)
)
)
)

%&')

,*%-()%.-()
/01230)
)
)
)
)

-,&,*.)

4-,5)

%.-()/01230)
)
)
)
)
)

536-,&,*.)

&4-,5)

4-,*5)

!"#&.%*(

!"#/0,12(

!"#%,+3&(

!"#,')3(

,7'!5()
8#9*7:;()
+7:<)

)
)
)
)
)
)

&6=6//#/)
'>!)

!"#4(
=?"1@AB=C)

5678(*9:;<:=>?@9(.6":>:69A(

Figure 2: pbdR architecture

applications, it will remain a useful interface between application, such as data analysis with pbdR packages
and state-of-the-art scalable dense linear algebra even after ScaLAPACK itself is retired.

3. Programming with Big Data in R: pbdR
Our philosophy is to let the experts in parallel computing and in scalable linear algebra deal with basic
algorithms in dense or sparse matrix computation. Computational linear algebra is a complex field, and a
novice is unlikely to outperform its experts, both in terms of performance and in computational accuracy.
When mature libraries for these computations are available and are extensively used by various applications,
it is safe to use their API to enable the same scalability in R. So it is natural to have a separating boundary
(between R and dense matrix algebra) of a standard API for a library such as ScaLAPACK. We are experts in
using these libraries for data analysis purposes, so that we build the high level interface to these libraries that
is natural for data analysis, much in the same way that R does with serial BLAS and LAPACK. On the other
hand, there are some instances when the dense linear algebra community does not anticipate all the needs for
data analysis and we provide some additional functionality (possibly in collaboration with that community to
ensure numerical stability).

We have built several packages to perform statistical computations in R in a tightly coupled manner with
these libraries. This enablesR to scale to very large data sets on thousands of processors. At the same time, we
respect standard R syntax so that no (or minimal) changes to serial code are required. We use R’s S4 methods
(Chambers, 2006) whenever possible to keep identical syntax. We hide the distributed nature of the data, but
we provide high level functions to manage the data layout and to examine it when needed. Best scalability
is achieved when the user understands the data layout and manages it for optimality. However, reasonable
scaling can be achieved in most cases by using our defaults. Figure 2 describes the dependence structure
of our packages and the underlying scalable libraries. All of our packages are released and maintained on
the Comprehensive R Archive Network (CRAN). Much more information as well as a link to our GitHub
development versions is on our web site r-pbd.org. In the following, we give a brief description of each
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package in the pbdR ecosystem.

pbdMPI: At the core of pbdR is the pbdMPI package, which is a high-level interface to MPI for R. Unlike
Rmpi (Yu, 2002), pbdMPI focuses on SPMD programming, improves R object communication speed, and
simplifies function calls via S4 methods. Leveraging pbdMPI, MPI methods can be efficiently utilized with-
out the programmer having to worry about the R object’s underlying storage type. Data scientists can focus
more on developing algorithms or analyzing large data instead of low-level programming details. Finally,
pbdMPI also provides and exports information for compiling and linking with other MPI-using R packages,
such as the pbdR packages, making the integration of high-performance C and Fortran codes with R even
simpler. This tight integration means that distributed data is shared as a collective with other MPI-enabled
software.

pbdSLAP, pbdBASE, and pbdDMAT: This set of packages, as far as the user is concerned, really just
consist of pbdDMAT, the (dense, in-core) linear algebra and statistics layer. The other packages are split off
on their own for development reasons. For instance, pbdSLAP is a distribution of ScaLAPACK. Ordinarily,
ScaLAPACK can be very difficult to link; however, in bundling this distribution ourselves, the installation
process becomes as simple as issuing an install.packages() command from R. Next, the pbdBASE
package is the low-level interface to high performance C and Fortran codes which utilize ScaLAPACK.
This is essentially a very shallow R layer atop ScaLAPACK and our ScaLAPACK-using extensions. Finally,
pbdDMAT offers the high-level abstraction layer that makes all this high performance code human-usable.
The “secret sauce” is a special S4 object for distributed matrices, together with numerous methods, including
covariance, principal components, and linear model fitting.

pbdNCDF4 and pbdADIOS: Input and output (I/O) is a (often the) major bottleneck for analyzing and
visualizing big data. The pbdNCDF4 package is a parallel extension to the ncdf4 package (Pierce, 2012),
and is a tight coupling of the NetCDF library (NetCDF Group, 2008). In short, this package provides access
to an I/O standard in the HPC community for handling very large datasets. In particular, pbdNCDF4 focuses
on parallel I/O, including methods for collectively reading and writing big datasets. With the help of parallel
file systems such as Lustre, this package enables data access to and from disk in parallel. The package
pbdADIOS is still under development. It enables use of the highly scalable ADIOS I/O library (Lofstead
et al., 2008) on supercomputers.

pbdDEMO: Finally, the pbdDEMO package is a unifying package, tying all of the pbdR packages together
through a set of over 30 demos and a 135 page (and growing), textbook-style (human-readable) vignette. This
package is designed to take a researcher who is reasonably fluent in R and have him/her writing scalable codes
using pbdR in no time. It is the best place in the pbdR “alphabet soup” package landscape for a beginner to
start working with these tools.

4. Discussion
Our very early scalability results are reported in (Schmidt et al., 2012), where we demonstrate principal
components computation on up to 12,000 cores. Since that time, we have scaled these and other computations
to over 50,000 cores. We expect to report these details elsewhere. The scalability of pbdR is not unlike that
of ScaLAPACK, the underlying HPC library.

We hope that through the ability of R to scale to supercomputers the statistics community becomes
more active in supercomputing. In particular, we encourage developers of compute-intensive R packages to
consider standing them up on the pbdR infrastructure for scalability. The diversity of R requires community
involvement to get a large proportion of packages into scalable shape.

Many research funding agencies, such as the National Science Foundation in the United States and
the PRACE program in the European Union, provide access to supercomputers through various national
programs, sometimes nearly “just for the asking” (Ostrouchov, 2013). We encourage R developers to enquire
about the availability of such programs in your country.
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Supercomputing is still, for the most part, utilized by simulation science. As this endeavor is heading
toward exascale computing, it will no longer be feasible to output all simulation data. More analysis of
the data becomes necessary in tandem with the simulation. For this reason, it becomes necessary for data
analysis software to scale on the same computational resources. As a result, some of our current effort is
directed toward running in-situ with simulations.
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